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ABSTRACT
Location data from mobile devices is a sensitive yet valuable com-
modity for location-based services and advertising. We investigate
the intrinsic value of location data in the context of strong pri-
vacy, where location information is only available from end users
via purchase. We present an algorithm to compute the expected
value of location data from a user, without access to the specific
coordinates of the location data point. We use decision-theoretic
techniques to provide a principled way for a potential buyer to
make purchasing decisions about private user location data. We
illustrate our approach in two scenarios: the delivery of targeted
ads specific to a user’s home location and the estimation of traffic
speed. In both cases, the methodology leads to quantifiably better
purchasing decisions than competing methods.

CCS CONCEPTS
• Information systems→ Location based services; •Human-
centered computing → Ubiquitous and mobile computing
systems and tools;
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1 INTRODUCTION
As people carry and interact with their connected devices, they
create spatiotemporal data that can be harnessed by them and
others to generate a variety of insights. Proposals have been made
for creating markets for personal data [1] rather than for people
to either provide their behavioral data freely or to block sharing.
Some of these proposals are specific to location data [9]. Several
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studies have explored the price that people would seek for sharing
their GPS data [4, 16, 24]. However, little has been published on
determining the value of location data from a buyer’s point of view.
For instance, a Wall Street Journal blog says [17]:

“What groceries you buy, what Facebook posts you
‘like’ and how you use GPS in your car: Companies are
building their entire businesses around the collection
and sale of such data. The problem is that no one
really knows what all that information is worth. Data
isn’t a physical asset like a factory or cash, and there
aren’t any official guidelines for assessing its value.”

We present a principled method for computing the value of
spatiotemporal data from the perspective of a buyer. Knowledge
of this value could guide pursuit of the most informative data and
would provide insights about potential markets for location data.

We consider situations where a buyer is presented with a variety
of location data points for sale, andwe provide estimates of the value
of information (VOI) for these points. Even when the coordinates of
the location data points are unknown, we compute the VOI based
on the prior knowledge that is available to the buyer and on side-
information that a user may provide (e.g. the time of day or location
granularity). The VOI computation is customized to the specific
goals of the buyer, such as targeting ad delivery for home services
or offering efficient driving routes. We account for the fact that
location data and user state are both uncertain. Additional data
purchases can help reduce this uncertainty, and we quantify this
reduction as well.

We discuss related work in the next section. Then, in Section 3,
we introduce a decision-making framework with a detailed analysis
of geo-targeted advertising. We focus on the buyer’s goal of deliv-
ering ads to people living within a certain region. We show that
our method performs better than alternate approaches in terms
of inferential accuracy, data efficiency, and cost. In Section 4, we
present a general method for computing VOI for spatiotemporal
data, abstracting away the specific application to reveal the essential
elements of the approach. In Section 5, we apply the methodology
to a traffic estimation scenario using real and simulated spatiotem-
poral data.

Our contributions are as follows:

• We present a methodology to calculate the expected mone-
tary value of a user’s location coordinates, even when the
detailed coordinates are unknown to the buyer a priori.

• We provide an algorithm for a buyer to make purchasing
decisions about location data that may be sold by owners of
the data, despite the specific location uncertainty.
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• We demonstrate how the algorithm behaves in two scenarios:
targeted ad delivery and crowdsourced traffic information.

To the best of our knowledge, this is the first principled method to
compute the value of unseen crowdsourced location data from a
buyer’s point of view.

2 RELATEDWORK
We review related work on crowdsourcing, optimal sensing, and
data pricing.

2.1 Crowdsourcing
In geographic crowdsourcing, a large group of people is harnessed
supply spatial data. The crowd can be active participants in gather-
ing the data, e.g. OpenStreetMap mapping parties [8]. Shahabi et
al. have done extensive work on assigning crowd workers to effi-
ciently complete tasks at specified locations, e.g. [10]. The crowd
can also serve as passive participants who engage in their normal
travels, such as data provided in Nokia’s Mobile Data Challenge
[14]. Sometimes the crowd gives away their location data at no cost,
which has been explored in literature on Volunteered Geographic
Information, starting with a paper by Goodchild [6]. For other spa-
tial data-gathering tasks, workers can earn money via sharing their
location information, e.g. with Gigwalk [2].

Our scenarios assume participants passively collect location data
during their normal activities. As an example, the location data
collected from Waze users helps compute driving routes that are
sensitive to traffic.

2.2 Optimal Spatial Sensing
Our work on the valuation of location data is related to methods
for choosing sensors for efficient spatial inferences. Krause et al.
exploited submodularity to find a near-optimal placement of spa-
tial sensors with the goal of maximizing the mutual information
between sensed and unsensed locations [11]. Singh et al. consid-
ered the problem of directing the paths of multiple mobile robots
to increase their collective information return [23]. For Gaussian
process regression, Seo et al. introduced heuristics for choosing
sensed points that seek to minimize the variance of the inferred
result, for individual points and as averaged over the whole space
[21]. In [26], Zhao et al. introduced a formalization for considering
both the value of information and cost of information for selecting
sensors in a sensor network.

The work most closely related to ours is Krause et al., who
developed a model for sensing an entire system, such as a traffic
network, from sensors with unknown locations, such as vehicles,
while minimizing the number of sensor readings [12]. Our work
differs in that we introduce a decision space where the data buyer
must infer the discrete state of a random variable subject to a payoff
matrix. The payoffmatrix becomes important not only in optimizing
which sensor readings to use, but also for estimating their value.

2.3 Buying and Selling Location Data
Markets for private data have been proposed, such as Adar and
Huberman’s “Market for Secrets", aimed at accessing anonymous
data [1]. Kanza and Samet propose a marketplace for geosocial data

[9]. Our work builds on these ideas by demonstrating how to price
location data depending on its intended use.

We know from a variety of surveys that buyers and sellers at-
tach very different values to location data. Research on the sale of
location data includes investigations of the price that people would
demand in return for giving up their location privacy. For example,
in [4], researchers surveyed over 1200 people in five European coun-
tries. The median asking price for one month of location data was
approximately e50 (US$40 at the time) for academic use. The data
was assumed sampled every five minutes at cell tower resolution.
The price rose to e100 (US$80 at the time) for one month of data
for commercial use and e250 for one year of data.

In [24], 60 volunteers were asked to price 6 weeks of their lo-
cation data. Their median price for one GPS point was e3 ( about
US$4 at the time). Their median price for all 6 weeks was e22.5
(US$30). The authors found that location data was priced higher
than data on communications, application usage, and media such
as photos.

Trend Micro surveyed over 1000 consumers from around the
world, asking about the value they attributed to different types of
their personal data [16]. Although the amount of location data was
unspecified, the average price for their location data was US$16.10,
and the average price for their home address was US$12.90.

Location data appears to be priced lower by buyers than the
valuation provided in studies with end users. For instance, based on
industry pricing data, a 2013 Financial Times article says, “General
information about a person, such as their age, gender and location
is worth a mere $0.0005 per person, or $0.50 per 1,000 people." [25].

We address the potential disparity in valuation of location data by
sellers and buyers by computing the expected value of information
of location information in different scenarios.

3 SCENARIO 1: HOME TARGETED ADS
We now describe methods and case studies to compute the expected
value of gaining access to location points. We provide an example
scenario to demonstrate the relevance and effectiveness of our
framework. We call this scenario “Home Targeted Ads", because
it focuses on a business that wants to deliver ads to people whose
home is in a certain geospatial region. For instance, a local roofing
business may be licensed only in a certain geographic area and
wish their ads to only be delivered to people who live in that area.
A mobile dog grooming service may want to limit its advertising to
a region that they can reach efficiently. We will refer to this target
region as R. It can be any closed region on the ground, as per the
examples displayed in Figure 1.

The buyer in this case could be the business itself or an adver-
tising specialist who can find the best recipients for the ads. In
either case, the buyer seeks to find the home locations of potential
ad recipients. There are multiple ways to find a person’s home
location: a telephone directory usually gives names and addresses,
and many people give their home city as part of their social media
profiles. However, the telephone directory can be incomplete and/or
out-of-date, and social media profiles usually give only city-level
resolution. Location measurements, such as those from GPS, are
usually very precise, and they can be used to infer the location of a
person’s home, as we illustrate below. In this scenario, the buyer
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Table 1: The payo� matrix for
home targeted ads. The values
in parentheses are used for our
experiments.
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Figure 1: The three test regions for
the home targeted ads experiments.
Three examples for users' homes are
highlighted ( u1, u2 and u3).

Figure 2: The deviation from home (dot-
ted line) and the expected value of infor-
mation (VOI) throughout the day. The VOI
is calculated for payo� matrix with values:
»b11;b12;b21;b22¼= »0; � 0:9;� 0:9; 1¼.

will seek to buy a small number of time-stamped location measure-
ments from potential ad recipients and use the measurements to
decide who should receive the ad.

3.1 Decision to Deliver an Advertisement
In this scenario, a buyer must choose whether or not to deliver an
ad to a potential recipient, and the crux of this decision depends on
whether or not the potential recipient lives in the targeted region.
We model the costs to the buyer with a payo� matrix. The matrix
describes the monetary gain or loss depending on the decision
of whether or not to deliver an ad to the potential recipient and
depending on whether or not the recipient lives in the regionR, as
shown in Table 1.

The four cases in Table 1 represent the following scenarios:

� Ad not delivered when home is not in region R (payo�
b11): This is a neutral outcome, because an ad was correctly
withheld from a person who does not live in the targeted
region. The cost (and bene�t) is normally zero in this case,
thusb11 = 0.

� Ad not delivered when home is in region R (payo� b12):
This is a negative outcome, because the ad should have been
delivered, but was not. The cost is the lost opportunity and
the possibility that a competitor may acquire the person as
a customer, thusb12 � 0.

� Ad delivered when home is not in region R (payo� b21):
This is a negative outcome, because the ad was mistakenly
delivered to a person whose home is not in the target region.
The cost is the wasted cost of the ad plus the annoyance
caused to the targeted person, sob21 � 0.

� Ad delivered when home is in region R (payo� b22): This
is a positive outcome, because it could generate a purchase
from the business. The value would be the expected pro�t
from a successful ad minus the cost of the ad, sob22 � 0.

We assume the payo� matrix values are given or can be learned [18].

Based on location data collected from the potential ad recipient,
the buyer computes a probability distributionPH ¹hº, whereh is
a two-dimensional vector,»x;y¼T , that describes the location of
the potential recipient's home. We give a method to compute this
distribution in Section 3.3. From this distribution, we can compute

the probabilitypR that the home is inside the targeted regionR:

pR =
¹

R
PH ¹hºdh: (1)

Based on this we can compute the expected value of the revenue,
V, given our decision on ad-delivery:

E
�
V j no ad

�
= ¹1 � pRºb11 + pRb12;

E
�
V j ad

�
= ¹1 � pRºb21 + pRb22:

Here we assume that the advertiser has a linear utility function,
e.g. gaining (or losing) $100 is one hundred times as good (or bad)
as gaining (or losing) $1. The advertiser would choose whichever
alternative has the largest expected revenue:

E
�
V

�
= max

�
E

�
V j no ad

�
;E

�
V j ad

� �
: (2)

3.2 Decision to Buy a GPS Point
We consider the case where the buyer is presented with a list of
points to evaluate buying, where each of these points has been
recorded at a di�erent time. The buyer is allowed to see the time
stamps, but not the points' spatial coordinates.

The buyer will compute VOI to decide whether or not to buy a
measured location point, having knowledge of only the point's time
stamp. The buyer has already purchasedn points, denoted by the
random variablesL1;L2; � � � ; Ln or as the collectionLn

1 . An instance
of this random location variable isl i = »xi ;yi ; ti ; � l ;ci ¼T , which is
a 5D vector with»xi ;yi ¼T representing the point's 2D location
at timeti and the location precision represented as the standard
deviation� l . We could optionally represent a varying precision
for each measurement, but we assume all the users have similar
location sensors with the same precision. The price of the point
is ci , which is the amount the buyer would have to pay the seller
(potential ad recipient) to know¹xi ;yi º. This price is determined by
the seller. Using these points, the buyer computesPH jLn

1
¹hº, which

is a probability distribution of the home location based on location
measurements 1 throughn. We give a method for this computation
below in Section 3.3. The buyer then computes the probability that
the home is in the target region (Equation(1)) and the expected
revenue (E

�
V jLn

1

�
), as described above.

The buyer has the option of buying another location measure-
mentLn+1. The location of this new point is unknown to the buyer,
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